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https://agarwl.github.io/

Knowledge Distillation (KD)

Teacher Model

Student Model

The generic framework of teacher-student knowledge distillation training. (Image source: Gou et al. 2020)

Goal: Transfer knowledge from expensive teacher model(s) into a smaller* student model,
while retaining capabilities.

*Self-distillation uses the same-sized student and teacher, and can still result in better performance.



https://lilianweng.github.io/posts/2023-01-10-inference-optimization/%E2%80%9Dhttps://arxiv.org/abs/2006.05525%E2%80%9D
https://arxiv.org/pdf/1905.08094
https://arxiv.org/abs/1805.04770

Distillation: Aren’t Bigger LLMs Always Better?

Parameters in notable artificial intelligence systems

Parameters are variables in an Al system whose values are adjusted during training to establish how input data
gets transformed into the desired output; for example, the connection weights in an artificial neural network.
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Note: Parameters are estimated based on published results in the Al literature and come with some uncertainty. The authors expect the
estimates to be correct within a factor of 10.



Distillation: Aren't Bigger LLMs Always Better? No

Deployment of LLMs often
limited by their inference cost
or memory footprint

- Putting 100B parameters
on your smartphone
needs a lot of memory.

- You typically don't want
to wait several minutes
for getting an output.

LMSYS: Performance vs Model Pricing
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Credit: This post by @swyx


https://x.com/swyx/status/1882933368444309723

Distillation Recovers “Dark Knowledge”

jack morris €2

-

it's a baffling fact about deep learning that model distillation works

method 1
- train small model M1 on dataset D

method 2 (distillation)

- train large model Lon D

- train small model M2 to mimic output of L
- M2 will outperform M1

Source: https://x.com/ixmnop/status/1877761437931581798

See Dark Knowledge (Slides from Geoff Hinton)


https://www.ttic.edu/dl/dark14.pdf
https://www.ttic.edu/dl/dark14.pdf
https://x.com/jxmnop/status/1877761437931581798

Distilling the Knowledge in a Neural Network

This Tutorial:

Geoffrey Hinton* ' Oriol Vinyals' Jeff Dean
COVG rs . Google Inc. Google Inc. Google Inc.
P rog ress in Mountain View Mountain View Mountain View
.. . geoffhinton@google.com vinyals@google.com jeff@google.com
Distillation,
especially for
. Abstract
LLMs (Biased
towa rdS A very simple way to improve the performance of almost any machine learning
algorithm is to train many different models on the same data and then to average
some of my their predictions [3]. Unfortunately, making predictions using a whole ensemble
of models is cumbersome and may be too computationally expensive to allow de-
own wo rk) ployment to a large number of users, especially if the individual models are large

neural nets. Caruana and his collaborators [1] have shown that it is possible to
compress the knowledge in an ensemble into a single model which is much eas-
ier to deploy and we develop this approach further using a different compression
technique. We achieve some surprising results on MNIST and we show that we
can significantly improve the acoustic model of a heavily used commercial system
by distilling the knowledge in an ensemble of models into a single model. We also
introduce a new type of ensemble composed of one or more full models and many
specialist models which learn to distinguish fine-grained classes that the full mod-
els confuse. Unlike a mixture of experts, these specialist models can be trained
rapidly and in parallel.

1503.02531v1 [stat. ML] 9 Manj2015

arxXiv



Supervised Distillation inton etal, 2015)
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Supervised Distillation inton etal, 2015)
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Distillation Loss: Match the prediction probabilities between the student and teacher.



Supervised Distillation inton etal, 2015)
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Cross Entropy Loss: Match the prediction probabilities between the teacher q and student p



Supervised Distillation for Language Models

Ground truth

CE Loss: ngnz —q(y|x, y1:i-1) log pe (¥ |x, y1:i-1)
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Figure Credit: Yongchao Zhou

Per-token distribution
produced by student
language model
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https://ca.linkedin.com/in/yongchao-zhou-a298a7158

Supervised KD Optimizes Forward KL

Teacher Student
P N (oneigﬂgl:::::‘ions)
minKL( q(x) || pe(x))

f

=minEy-q() ZKL(CI('IX,J’1:i—1)||p9('|x,Y1:i—1))] e I m&ﬂlﬂb{ﬂ
) l - - - - LJQ b g — - - - I:Ig i g
Per-Token KL ‘ ]
[ i Teacher LM 1 L Student LM
:ngnﬂzwq(x) Z Z —Q(J’i|X,}’1:i—1)108P6(J’i|X,}’1:i—1)] e ; . i ; : :

i yeV
Soft Labels

Next token Prediction Loss

- For sample y from human data or teacher, generate teacher probabilities
- Either using a live teacher during student training (“online”) or offline annotations
- Minimize next-token prediction loss using these “soft” probability labels



Supervised KD During LLM Pre-Training

- For each next token in pre-training data, generate teacher
probabilities q(. | context) Notable examples:

. . . : - - DistillBert
- Either using a live teacher during student training
o _ _ - Gemma 2
(“online”) or offline annotations
- Minimize next-token prediction loss using these “soft”
probability labels
Gemma 2: 7B Teacher — 2B Student Gemma 2: Perplexity (Lower is Better)
Avg. Performance Scratch vs Distilled, 7B Teggher
B from scratch [l distilled
B soain 200M
2 £ 4o00m
= Distilled 8
= & 1B
0 20 40 60

Performance


https://huggingface.co/docs/transformers/en/model_doc/distilbert
https://arxiv.org/abs/2408.00118

Distillation Using “Synthetic Data”

Synthetic Data

Generation
Knowledge distillation is a technique in machine learning
where a smaller model (the "student”) is trained to mimic the
e.g., What is knowledge distillation? ‘./ “““““““““““““““ ] behavior of a larger model ..
i |
i Teacher LM : . Outputs
Prompts . j
I
§ )
Supervised
Fine-Tuning
(SFT) Prompts
Student LM

Synthetic Data .
Train using next
token-prediction

Initially popularized by Sequence-Level Knowledge Distillation (EMNLP, 2016).



https://arxiv.org/abs/1606.07947

See ;‘pat smol model
o4 3 £

“Synthetic Data” Distillation is Prevalent '€ & A%
97 MSN v ?'
DeepSeek and distillation: Why the Al race will never be the
same

CNBC's Deirdre Bosa joins 'The Exchange' to discuss what DeepSeek's arrival means

for the Al race. w WS

Why ‘Distillation’ Has Become the Scariest Word for Al
Companies

DeepSeek's success learning from bigger Al models raises questions about the billions
being spent on the most advanced technology.

Black-box @ Fores
distillation: , _ _
Only-need API Here's How Big LLMs Teach Smaller Al Models Via

access! Leveraging Knowledge Distillation

Al-driven knowledge distillation is gaining attention. LLMs are teaching SLMs. Expect

this trend to increase. Here's the insider scoop.



Synthetic Data Distillation Also Minimizes Forward KL!

Next token Prediction

- N

min KL(a(9)1po() =MD Ey ~ g(y2) ~log po(ylx)

-~

Teacher Outputs

Prompts ;
Teacher Outputs .




“Synthetic Data” Using Best-of-N (aka Rejection Sampling)

Synthetic Data Generation
samples Reward / scores

Best-of-N sampling from the teacher 03 BoN
rompt 1.1
1. Sample N model generations, e Tefflcler .
2. Score them, : :
3. Keep the one with highest score 0.6
Supervised
Fine-Tuning
Prompts
[ Student LM }
Synthetic Data

Train using next
token-prediction

See STaR / ReSTEM / Best-of-N-Distillation papers.



“Best-of-N" Distillation for Reasoning

Performance
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Distilled Llama Models using Synthetic Data

Model
EEm DeepSeek-R1 (Teacher)
B DeepSeek-R1-Distill-Llama-8B
B DeepSeek-R1-Distill-Llama-70B

Teacher and Student
Vocabulary mismatch
doesn’'t matter!

AIME 2024 MATH-500 GPQA Diamond LiveCode Bench
Benchmark

Results sourced from https://github.com/deepseek-ai/DeepSeek-R1/blob/main/DeepSeek_R1.pdf



https://github.com/deepseek-ai/DeepSeek-R1/blob/main/DeepSeek_R1.pdf

Revisiting “Best-of-N" Distillation

Source
sentence

Teacher

LLM

Within his party, resistance
continues to grow.

Innerhalb seiner eigenen Partei
wiichst der Widerstand

In seiner Partei regt sich
Widerstand.

MBR training

e

—_—

Candidate
translations

Auch in seiner Partei wichst
der Widerstand.

Innerhalb seiner Partei wird
der Widerstand immer groBer.

Der Widerstand gegen ihn
wichst weiter.

Innerhalb seiner Partei regt
sich zunehmend Widerstand.

In seiner Partei wichst der
Widerstand weiter an

Innerhalb seiner Partei wird
der Widerstand immer groBer.

In seiner Partei formiert sich
der Widerstand.

Candidate pairs with
MBR scores

Don’t Throw Away Data: Better Sequence Knowledge Distillation, arxiv 2024

MBR-N training

Innerhalb seiner Partei wird
der Widerstand immer groBer.

Innerhalb seiner Partei regt
sich zunehmend Widerstand.

Auch in seiner Partei wichst
der Widerstand.

Candidate
selection

Student
LLM


https://arxiv.org/abs/2407.10456

Revisiting “Best-of-N" Distillation

0.72

0.70

Source Within his party, resistance In seiner Partei regt sich
b Widerstand.

continues to grow.

MBR Der Widerstand gegen ihn
wiichst weiter.
—

In seiner Partei wichst der
T | — ‘Widerstand weiter an
—
—
der Widerstand.
Teacher Candidate Candidate pairs with Candidate Student
LLM translations MBR scores selection LLM

MBR training
S, —

Ref Beam MBR MBR-5 MBR-1

o

MBR-20 MBR-40

Don't Throw Away Data: Better Sequence Knowledge Distillation, arxiv 2024


https://arxiv.org/abs/2407.10456

Compute-Matched Sampling for Synthetic Data Distillation

/

</

For autoregressive LLMs, F\J
> # samples =

Sampling cost (FLOPs) ©€ ND Stronger and Expensive
N is the number of model LM (Psg params)
parameters """""""""""""
D is the number of inference 4>
tokens. >
# samples
=NxK
Weaker and Cheap N = Psg/Pwc
LM (Pyc params) N g

Smaller, Weaker, Yet Better: Training LLM Reasoners via Compute-Optimal Sampling. ICLR 2025.



https://arxiv.org/abs/2408.16737

Compute-Matched Sampling Can Be Better

Weak-to-Strong Distillation
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(a) Finetuning Gemma-7B. (b) Finetuning Gemma2-9B. (c) Finetuning Gemmaz2-27B.

Smaller, Weaker, Yet Better: Training LLM Reasoners via Compute-Optimal Sampling. ICLR 2025.



https://arxiv.org/abs/2408.16737

Cost-Matched Sampling Can Be Even Better!

Emm Pro data +10.9%
B Flash data (price-matched)
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Smaller, Weaker, Yet Better: Training LLM Reasoners via Compute-Optimal Sampling. ICLR 2025.



https://arxiv.org/abs/2408.16737

Distillation for LLMs: Train-Inference Mismatch

- T—— : — ! Decoding ;
Forward pass — ; New token 1 Probability ; : Thellcat
‘ “agb” 0.001
“ “Alice” 0.04 : i sat
“The orange cat”——| Large Language Model , " ——"The orange cat ate” |
v > ' : The cat satfon
K “ate” 0.9

|The cat sat on|theJ

[The cat sat on the|mat.

[The cat sat on the mat,|

Supervised KD / SegKD result in a train-inference mismatch' for LLMs. (Same motivation for SFT vs RLHF)

- The student is trained on a fixed dataset of ground-truth outputs (human or teacher samples).
- Atinference time, the student generates sequences auto-regressively, where each new token
depends on the previously generated tokens.

1. Also known as exposure bias.


https://arxiv.org/abs/1511.06732
http://proceedings.neurips.cc/paper/2015/hash/e995f98d56967d946471af29d7bf99f1-Abstract.html

Distillation for LLMs: Train-Inference Mismatch

Teacher generation

Student generation
Teacher « Learner
W - ....... .

No data on
how to recover i} ("'._I

J® | ‘/\A )7(\_/1 =

Source: Cornell Lecture slides on DAgger

Source: CMU Lecture slides on Imitation Learnin:

Supervised KD or SegKD result in a train-inference distribution mismatch for LLMs.

- The student might generate low-quality tokens that can affect future tokens, resulting in
poor quality generations.

See DAgger: A Reduction of Imitation Learning and Structured Prediction to No-Regret Online Learning.



https://arxiv.org/abs/1011.0686
https://www.cs.cornell.edu/courses/cs6756/2023fa/assets/slides_notes/lec8_slides.pdf#page=6.00
https://www.andrew.cmu.edu/course/10-403/slides/S19_lecture2_behaviorcloning.pdf

On-Policy Distillation: Learning From Self-Generated Mistakes

ﬂ G e N\ Train / Test distribution =
@ R Student’s distribution
Interactive
Teacher Used for Gemma 2

On-policy Data: Sample output sequences from the student

. Feedback: Run inference using the teacher to get logits on student samples
3. Supervised Training: Minimize mismatch (e.g., KL-divergence) between
student and teacher token-level logits.

N —

On-Policy Distillation of Language Models, ICLR 2024. Also, ImitKD.



https://arxiv.org/abs/2306.13649
https://arxiv.org/abs/2009.07253
https://arxiv.org/pdf/2408.00118
https://arxiv.org/pdf/2408.00118

Confidential - Google DeepMind

On-Policy Distillation (GKD)

1) On-policy Data: sample output sequences from the student model.

Slide From: Nino Veillard

student

RL-like dataset
_* _*

Prompts


https://arxiv.org/abs/2306.13649

On-Policy Distillation (GKD)

1) On-policy Data: sample output sequences from the student model.

2) Teacher feedback: get teacher logits on student generated
sequences.

teacher

s feedback
student /
_+

RL-like dataset
Prompts —_—

Slide From: Nino Veillard


https://arxiv.org/abs/2306.13649

On-Policy Distillation (GKD)

1) On-policy Data: sample output sequences from the student model.

2) Teacher feedback: get teacher logits on student generated
sequences.

3) Distribution matching: minimize loss between student and teacher
token-level logits.

teacher

Slide From: Nino Veillard
@»
student / \


https://arxiv.org/abs/2306.13649

Minimizing Reverse KL Leads To On-Policy Distillation

Student Teacher
gy

min D X X Note: We do not
+ KL(pG( ) g(x) ) B o ropagate
through the
=minlk ., _ Z Dgrlpe(:|x, y1:i-1 21, V.57 student’s sampling
0 Y pg(x) : " (p ( | ol ))”q( | e ) distribution, similar

N— ——

On-policy samples g\ Per-Token Reverse KL to M

GKD generalizes this to other
f-divergences (JSD, Jeffreys)

On-policy Data: Sample output sequences from the student
. Feedback: Run inference using the teacher to get logits on student samples
3. : Minimize mismatch (e.g., KL-divergence) between

student and teacher token-level logits.

N —

On-Policy Distillation of Language Models, ICLR 2024.



https://arxiv.org/abs/2306.13649
https://www.cs.cornell.edu/courses/cs6756/2023fa/assets/slides_notes/lec8_slides.pdf

On-Policy Distillation Works Well in Practice

Supervised Fine-Tuning Supervised KD SegKD GKD (On-policy)
XSum (Summarization) WMT (Translation) GSMB8K (Reasoning w/ CoT)
(}I 22| —————— T E_)SL_(TgaEh_er) —~ 28.0| S B 30 S
Ll D ’ "rB'
(:)D 5 S 25
3 20 m 27.5 O
~ ©
5 (] 27.0 @) 20
o 18 g : ~
< © 215
P £ 26.5 g
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€ ) @ 10
5 ‘£ 26.0 ©
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C 14 a (@) 5
& 25.5 g
T5-Small T5-Base T5-Large T5-Small T5-Base T5-Large T5-Small T5-Base T5-Large
(77M) (250M) (800M) (77M) (250M) (800M) (77M) (250M) (800M)
Student (params) Student (params) Student (params)

On-Policy GKD consistently improves over common distillation approaches
(SFT, SegKD, Supervised KD) on T5 models and “academic” benchmarks.

On-Policy Distillation of Language Models, ICLR 2024.



https://arxiv.org/abs/2306.13649

On-Policy Distillation for Long Reasoning Models

Table 21: Comparison of reinforcement learning and on-policy distillation on Qwen3-8B. Numbers in
parentheses indicate pass@64 scores.

y , LiveCodeBench MMLU GPQA GPU
Method AIME24 AIME’25 MATH500 v5 Redine <Diamond | Bois
Off-policy Distillation 55.0 (90.0) 42.8 (83.3) 92.4 42.0 86.4 55.6 -
+ Reinforcement Learning 67.6 (90.0) 55.5 (83.3) 94.8 52.9 86.9 61.3 17,920
+ On—policy Distillation 74.4 (93.3) 65.5 (86.7) 97.0 60.3 88.3 63.3 1,800

On-policy distillation is 10x more compute efficient than reinforcement
learning while being more performant.

Qwen3-8B performs comparably to Deepseek-R1.

Qwen3 Technical Report, Arxiv 2025.


https://arxiv.org/pdf/2505.09388

Distillation for LLMs: Model Capacity Mismatch

Teacher does not put any
probability mass here.
Mode-covering KL /\ Mode-seeking KL

argmin_ KL( argmin_ KL(

Fitting a bimodal distribution using a unimodal Gaussian distribution. Source: This blog, which adapted images this blog.

Supervised KD and SegKD minimizes KL(Teacher || Student), which is mode-covering.
On-Policy Distillation minimizes KL(Student || Teacher), which is mode-seeking.

If student is not expressive enough to fit the teacher’s distribution, mode covering
distillation can lead to unnatural student samples.

On-Policy Distillation of Language Models, ICLR 2024.



https://research.google/blog/learning-to-generalize-from-sparse-and-underspecified-rewards/
https://agustinus.kristia.de/blog/forward-reverse-kl/
https://arxiv.org/abs/2306.13649

What Divergence To Use For On-Policy GKD?

Performance / Diversity Trade-off on XSum: Distilled T5-small

Higher diversity,
lower performance

i 16.5 S .HI
g ..... TV ... + ¢ 0
O ¢ .
x 14.5
] .
O e Temberature GKD Divergence
5 12.5 o P () e ForwardKL  + JSD (0.9)
% > gl = 0.5 JSD (0.1) + Reverse KL
£10.5 s 0.5 2 sews 1.0 = JSD (0.5)
o
20 40 60 80

Generation Similarity (Self-BLEU)

Lower diversity,
higher performance

Combining mode-seeking and mode-covering divergences generally lead to best of the both worlds!

Also, see this paper which recommends Jeffreys’ divergence: 0.5 * Forward KL + 0.5 * Backward KL

On-Policy Distillation of Language Models, ICLR 2024.



https://arxiv.org/abs/2407.14622
https://arxiv.org/abs/2306.13649

Implement On-Policy GKD in 3 easy steps

al

Stay close to
reference policy

max (1 — @) Edyr, [r(z,y)] — a-KL(r || 7srr)

0

Remove the reward
maximization term

/

mﬂin KL(-"T || T Teacher)

Step 1. Go to your favorite RLxF framework
Step 2. Turn off the reward maximization term.
Step 3. Switch the reference SFT policy with a teacher policy (*change partitioning).
You have implemented on-policy GKD with reverse KL. Switch reverse KL with other
token-level f-divergences (e.g., JSD, Jeffreys) for best results.

Switch the reference
policy with teacher



On-Policy GKD + RLHF: A Natural Combination

Here's a simple but powerful idea to improve RLHF / RLAIF by
combining it with knowledge distillation: Simply regularize the LLM
policy (student) to a more capable teacher model instead of the base
student model for the KL regularization term.

Eonx |(1 =) By ja) [F(0)] =0 Eynpg(-fa) [DKL(Pg(ylﬂf)llpT(y|ﬂ?)m=

NS

RL ogjrective Generalized On-Policy KD

RL Fine-Tuning + Distillation

(A Entailment)

=0.5
w Teacher (TE-XL)

Improvement in
Factual Consistency

3 4 5 6 7 8
Improvement in Summary Quality (AROUGE-2)
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GKD For Classifier-Free Guidance Distillation

Music generation uses Classifier Free Guidance to improve text adherence

Inference 1:
conditioning

\

o
S
=)
e
X
S
(2]
5=
O
(o)
|

Inference 2: no
conditioning

CFG distillation: ~
minimise KL between logits :.\"'5). . Logits \
' Xy

->»  CFG logits /

Costly, because of 2 inference runs.
GKD can be used to distill CFG in the original policy.
—> Same performance as CFG, without the inference cost !

Teacher = Student, , + CFG

Diversity-Rewarded CFEG Distillation, ICLR 2025



https://arxiv.org/abs/2207.12598
https://arxiv.org/pdf/2410.06084

“Talk is cheap. Show me the code™: GKD In TRL

# Apply temperature scaling
student_logits = student_logits / temperature
teacher_logits = teacher_logits / temperature

# Compute log probabilities for student and probabilities for teacher
student_log_probs = F.log_softmax(student_logits, dim=-1)
teacher_log_probs = F.log_softmax(teacher_logits, dim=-1)

# Compute the log of the mixture distribution

# log(a + b) = log(exp(log(a)) + exp(log(b))) —> for mixture
beta = torch.tensor(beta, dtype=student_log_probs.dtype)
mixture_log_probs = torch. logsumexp(

torch.stack( [student_log_probs + torch.log(beta), teacher_log_probs + torch.log(1l - beta)l),
dim=0,

# Compute KL divergences using F.kl_div

# PyTorch differs from the standard mathematical definition, so the order of the probability dis
kl_teacher = F.kl_div(mixture_log_probs, teacher_log_probs, reduction="none", log_target=True)
kl_student = F.kl_div(mixture_log_probs, student_log_probs, reduction="none", log_target=True)

# Compute the Generalized Jensen-Shannon Divergence
jsd = beta *x kl_teacher + (1 - beta) * kl_student


https://www.goodreads.com/quotes/437173-talk-is-cheap-show-me-the-code
https://huggingface.co/docs/trl/main/en/gkd_trainer

LLM Distillation Meets Speculative Decoding



Background: Speculative Decoding
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In speculative decoding, a smaller model is used as the guessing mechanism for the larger model. The accepted guesses are

shown in green and the rejected suggestions in red. Source: This paper.

Fast Inference from Transformers via Speculative Decoding, ICML 2023.

Accelerating Large Language Model Decoding with Speculative Sampling, 2023



https://arxiv.org/abs/2211.17192
https://arxiv.org/abs/2302.01318
https://arxiv.org/abs/2211.17192

DistillSpec: GKD For Speculative Decoding

Teacher Model

Effectiveness of Speculative Decoding

depends on closeness of the student

and teacher token-level distributions.

[ DistillSpec (Greedy) [0 Standard SD (Greedy) [ DistillSpec (Non-Greedy) [ Standard SD (Non-Greedy)
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Distilled Student leads to 10-45% larger speedups for target model.

DistillSpec: Improving Speculative Decoding via Knowledge Distillation, ICLR 2024.



https://arxiv.org/abs/2310.08461

DistillSpec: Distillation For Speculative Decoding
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DistillSpec: Improving Speculative Decoding via Knowledge Distillation, ICLR 2024.

Source: Looking back at

speculative decoding



https://arxiv.org/abs/2310.08461
https://research.google/blog/looking-back-at-speculative-decoding/
https://research.google/blog/looking-back-at-speculative-decoding/

SKD: Speculative On-Policy Distillation

S

Input

Bob ate two apples yesterday and ate one apple today.
How many apples did he eat? Think step by step.

:

On-Policy KD: 2-1=2

SKD (ours): 2+1=3
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, ICLR 2025.


https://arxiv.org/abs/2306.13649

SKD: Computationally Expensive But Better?

SFT | Supervised KD © " On-policy KD Bl SKD

Training with 1k prompts
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Speculative Knowledge Distillation: Bridging the Teacher-Student Gap Through Interleaved Sampling, ICLR 2025.

Google


https://arxiv.org/abs/2306.13649

On-

Policy vs Offline “Soft” Distillation

Online Offline Distillation
Distillation

Offline Logit Annotations No Yes

Compute Efficient / Sample Efficient No/ Yes Yes / No

Live Teacher (Inference Only) Yes No

Student Sampling (Autoregressive) Yes No

Optimality on Agent / Long Horizon Tasks Yes Theoretically suboptimal

Train-Test Distribution Mismatch No Yes




