Implicit Under-Parameterization
Inhibits Data-Efficient
Deep Reinforcement Learning
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Reinforcement Learning (RL)

Markov Decision Process (MDP)
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Modern Deep RL Algorithms
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datas,e,t of Training

deep neural
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m(als) (with exploration)

Q-Learning
1. Train Q-functions by minimizing TD Error:
Efo oo (oa .a) — : E ' a)))? Typically solved
armptam) [(Qols:2) = (r(s,2) +1EQy(s a)])’] s
2. Collect new data in the environment by rolling gradient descent for a

out the learned policy. fixed number of steps

How does this approximate optimization procedure affect learning?

Figures adapted from Sergey Levine



Data-Efficient Deep Reinforcement Learning

Data-Efficient Deep RL: Want to learn the most per unit amount of experience/data

Reinforcement Learning:

. B B nt .
eI e SR RS S Training >=1step per datapoint leads to poor

n=1 = w— DQN (n=1)
20000 - % 100 { =—— DQN (n=4) /
n = 4 g == DQN (n=8) /
. 15000 1 3 ke = e P
Typically | n=8 =107 >~
100-200 100001 5 il
™ n o~
update§ per 5000 { / 102 A
datapoint 4 =
0 50 100 150 200 0 50 100 150 200
Environment Steps (x 250k) Environment Steps (x 250k)
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Train error = O, validation error = high

Why do we see “underfitting” with more training?

Fu*, Kumar* et al. Diagnosing Bottlenecks in Deep Q-Learning Algorithms. ICML 2019.
Fedus*, Ramachandran*, Agarwal et al. Revisiting Fundamentals of Experience Replay. ICML 2020.
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Deep Q-learning

L(s,a;0) = (Q9(87 a) — (R(Sa a) + D Qg(s’,a’)>>2

Bootstrapped Target
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Deep Q-learning

Lis,ai0) = (Qe(s’ @) - (R(Sv @) +ymaxQg(s’ a’)) ) 2

Bootstrapped Target
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RL with Experience Replay

e FOR every environment interaction:
o FORstep=1,.., K:
m Sample (s, a) pairs of size N from replay
m Minimize TD-error using above samples

-6)@ 1
Transition Sample =
=y Do ] = g
o =

Environment Experience Replay Agent



Data-Efficient RL Setting

e FOR every environment interaction:
o FORstep=1,.., K:
m Sample (s, a) pairs of size N from replay
m Minimize TD-error using above samples

More gradient

Google Research

Environment Experience Replay

1. Fedus, Ramachandran, Agarwal, Bengio, Larochelle, Rowland, and Dabney. Revisiting fundamentals of experience replay. ICML (2020).

2. Fu*, Kumar*, Soh and Levine. Diagnosing bottlenecks in deep g-learning algorithms. ICML (2019).
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Data-Efficient Deep Q-learning

Minimize

TD Error
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Implicit Under-Parameterization

K
~

implicitly
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Effective Rank of a Matrix

Q(s,a) =w'®(s,a) & =U diag{o;(®)} V
o ¢ RISIAIXd

K
sranks(®) = min {k : 2iz

Penultimate Singular

layer features \EIVESS

1 Yang, Yuzhe , et al. "Harness ing structures for value -based plann ing and re| inforcement learning." ICLR (2020).
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Implicit Under-Parameterization

., . s

> TD Error ~a > TD Error \-/ TD Error

Q(s,a)
L Qe =ue(sa)
q)(s, a)@ _______________________________________________________________________________ .
Lk Rank(d) Prt1 Rank(g) ki
S, decreases decreases

Reduction in the effective rank of the features, , that occurs

implicitly as a by-product of learning deep neural net Q-functions.
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Empirical evidence for Implicit Under-Parameterization
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(Data-Efficient) Offline RL

Reinforcement Learning with Online Interactions

Offline Agent

1. Agarwal, Schuurmans, and Norouzi. "An optimistic perspective on offline reinforcement learning.” ICML (2020).

Google Research

P14



Google Research

Implicit Under-Parameterization in Offline RL

Normalized Return
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Implicit Under-Parameterization in Offline RL
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Implicit Under-Parameterization in Offline RL

Average Return
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JUP in Data-Efficient Online RL
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Average Return

2000

0
0

Asterix

20 40 60

Data-Efficient Online Rainbow

Breakout

Pong

\-\;::

220 1

Google Research

20

Q*Bert Seaquest
240 g
AN AA A
140 i
40 60 80 100 20 40 60 80 100

Environment Steps (x 250K)

1. van Hasselt, Hessel, and Aslanides. When to use parametric models in reinforcement learning? NeurlPS (2019)
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How does implicit under-parameterization
degrade performance?
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How does implicit under-parameterization
degrade performance?
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TD error typically increases for features which show higher rank collapse.
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How does implicit under-parameterization
degrade performance?

Average Return
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Implicit under-parameterization
Is NOT caused by non-stationarity in RL
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Using oracle access to exact Q" for computing the target values does not significantly decrease in
rank, and training for longer can increase feature rank.
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Is implicit under-parameterization
caused by bootstrapping?
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Theoretical Analysis of Implicit Under-Parameterization
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Self-distillation induces regularization

..0.96
>0.815 30.94
© 0.810 £0.92
3 0.805 o 823
5 0.800 9 0.
©0.795 c 0.86
0 0.790 ‘s 0.84
) < 0.82
+0.785 S 0.80
0 1 2 3 4 5 Y0 1 2 3 4 5
step step
1.0
0.47 80.9
@© s
5 0.46 30.8
(@] |9}
g 0.45 © Q.7
- o
$ 0.44 @ 0.6
+0.43 ©05
0 2 4 6 8 10 12 "0 2 4 6 8 10 12
step step

Figure 5: Self-distillation with cross entropy loss on predictions for Resnet50 (top) on CIFAR-10,

(bottom) on CIFAR-100.

Mobahi et al. Self-distillation amplifies regularization in hilbert space. NeurlPS (2020).
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Analysis via Kernel Regression (NTK)

Qk+1 < arg min (Q(ss, ;) — yr(si, ) +c E E (s',a")Q(s,a)Q(s',a’).
Qe
s;,a; €D (s,a) (s’,a’)

Self-distillation:

Kernel Regularizer

Yk = Yk—1 capturing implicit bias
RL with bootstrapping: of gradient descent

Vi = R+vP"Qp_1

1. Mobahi et al. Self-distillation amplifies regularization in hilbert space. NeurlPS (2020).
2. Jacot, A. et al. Neural tangent kernel: Convergence and generalization in neural networks. NeurlPS (2018).
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Analysis via Kernel Regression (NTK)

Quit - argmin > (Qsivai) — pelsia)®+e 3 Y u 2))Q(s,2)Q(s', ).
s;,a; €D (s,a) (s’,a’)

Qr+1(s,a) = g%;,a)<CI +G)”

Green’s
function

1. Mobahi et al. Self-distillation amplifies regularization in hilbert space. NeurlPS (2020).
2. Jacot, A. et al. Neural tangent kernel: Convergence and generalization in neural networks. NeurlPS (2018).
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Green’s function

Let g(x, t) be a function such that,

/ e e ) )
X

Such g is called the of the linear operator L
satlsfylng [Lf](x) = [, u(z,zT) f*(x) de'. Let
YK x1 = (y1,yz,.-.,yz<)-

1. Dean G Duffy. Green'’s functions with applications. CRC Press, 2015
2. Mobahi et al. Self-distillation amplifies regularization in hilbert space. NeurlPS (2020).
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Green’s function
r; = (s;,a;), K = |D|

Let the matrix G and the vector g, be defined as,

G[] k] g(iBj,ZBk)

gz ] g(x, k) -

1. Mobahi et al. Self-distillation amplifies regularization in hilbert space. NeurlPS (2020).
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Solution using Green’s Function

Qk-i—l < arg IIllIl Z Sza az) Yk Sza az + C Z Z )Q(Sa a)Q(S,7 a/)‘

s ,a;,ED (s,a) (s’,a’)
Qr+1(s,8) = g5 ) (I+ G)~

Qi1 = G(A +G) lyy = G(d + G) ' R+9P"Qy] = A (T4, 77 (PTA)* ) R := AMKR.
A
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Analysis via Kernel Regression (NTK)
Qii1 = AM;R IEEEE
k

Mk: . Z/yk'—’l, (PT('A)]{?—Z'—l

1=1

O'z'(Mkl,) < ai(Mkl) < 0'7;(8)

VIeN and ' >, <
0;(My,,) ~ o0;(Mg,) ~ 0;(S)
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Analysis via Deep Linear Networks

: 2
r%%n |[AX —yl|3

rr§n||X||%~ st. AX =y

Gunasekar et al. Implicit Regularization in Matrix Factorization. NeurlPS 2017.
Arora et al. Implicit Regularization in Deep Matrix Factorization. NeurlPS 2019
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Analysis via Deep Linear Networks
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Analysis via Deep Linear Networks

Relaxed assumptions .. Arora
et al. trivially leads to rank 1
features

Arora et al. Implicit Regularization in Deep Matrix Factorization. NeurlPS 2019
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singular values (log scale)
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Analysis via Deep Linear Networks

Q(s,a) = WyW,|s;a]

;i (Wy(k,t 1 |
hkt Z .7 ¢ )) .

(W (k,t i=iv1 95 (W (k, t)) 0 (W (k,t))
Zl 0'l d) )) 1+ EJ 41_103 (W (k,t)) 1+ Z J=i+1 01(Wy(k,t))

sranks (W (k,t)) = mjin{ hi(7) >1-46}.
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Compounding rank drop

Closure. If function class can represent Q, then it can also represent the
bootstrapped target, thatis, W4, W<b s,a] = R+ vyP"Q(s,a)

Change in srank. srank(;(Wf;(k)) < srankg(W¢(k = 1)) =+ Clsy

k k
sranks (W ,(k)) < |sranks(W4(0)) + ZCJ Z ||Qg Y3||

J=1 gj=1
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Proof outline: Compounding drop

min | WNWd)[S; a] — Yk (S, a)H2 + Agsranksg (qu)
W4, W N

1Qk — yl|

sranks (W4 (k)) < srank(s(Wé,D (k)) — AL

(since we can copy over the weights)

k k
sranks (W ,(k)) < |sranks(W4(0)) + ZCJ Z ||QJ Yg||

le ]:1
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Analysis via Deep Linear Networks

min HWNW¢[S; a] — Yk (S7 a)HZ -+ )\ksrank5(W¢).
W4, Wi

~ Self-training” regime gets activated near convergencel
- Y = R+9P"Qr_1 = Qr_1
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Consequence of rank drop near convergence

GridWorld — GridWorld
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Figure 4: Trend of sranks(®) v.s. error on log scale

to the projected TD fixed point. A drop in sranks (D)

(shown as blue and yellow circles) corresponds to a

corresponding increase in distance to the fixed point.



Mitigating Implicit Under-Parameterizatioryeserc
Improves Deep Q-learning
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Thank you!



